
Sequential 2D SOR on fermi2.cs.uni.edu on 4096 x 4096 with threshold = 0.0001 took 587.9452 seconds

443.826316 pthreads

391.99868 pthreads

773.62154 pthreads

Time in seconds for 4096 x 4096 array with threshold = 0.0001HW #6 pthreads on student.cs.uni.edu

73.637016 pthreads

76.59848 pthreads

145.07254 pthreads

587.95sequential code 

Time in seconds for 4096 x 4096 array with threshold = 0.0001HW #6 pthreads on fermi2.cs.uni.edu

(12 cores over 2 sockets;  each core is

hyperthreaded)

176.0843 (system monitor cpu utilization 8 x ~80%)16 pthreads

170.1419 (system monitor cpu utilization 8 x ~90%)8 pthreads

186.4446 (system monitor cpu utilization 4 x ~98%)4 pthreads

Time in seconds for 4096 x 4096 array with threshold = 0.0001HW #6 pthreads on Wrt 112 Intel i7 

(4 cores each hyperthreaded)

116.27278 MPI Processes

200.85994 MPI Processes

Time in seconds for 4096 x 4096 array with threshold = 0.0001HW #7 MPI on cluster.cs.uni.edu

-23.797132.2188Tesla C1060

22.852216.308124.7852Tesla C2070

DIM = 32 (32x32 blocks)DIM = 16 (16x16 blocks)DIM = 8 (8x8 blocks)GPU Card

Time in seconds for 4096 x 4096 array with threshold = 0.0001HW #8 Cuda on GPU

1.  For a very large parallel problem how might we combine these parallel computing paradigms?
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2.  Chapter 6 has a couple larger “real-world” examples to demonstrate parallel program development.  The first one

is the n-body problem where we calculate the movement of n-bodies (e.g., n objects/planets in space, or n particles in

a contain) over time.  To be concrete, the book considers the motion of planets or stars in a 2D space.  

Serial code:

The for each particle q: 

           Computer total force on q”

code needs to perform individual force calculations:

Nodes:

� row 0 are the forces on particle 0 by other particles, etc.

� matrix is “symmetric”, except opposite forces are negated

      (two versions:  basic and reduced utilitizing symmetry)

2.  How might we begin to parallelize the n-body problem using Cuda on the GPU?

Comp. Arch. Lecture 29 Name:________________

Lecture 29 Page 2

q 



3.  I’ve thought some about implementing TSP on GPU.  I presented a poster paper at PDPTA’13  (International Conference

on Parallel and Distributed Processing Techniques and Applications, Las Vegas, NV, July 22-25, 2013)

Abstract:  Depth-first search (DFS) tree searching algorithms are a common implementation approach for many NP-complete optimization

algorithms (traveling salesperson problem (TSP), 0-1 Knapsack problem, etc.).  In a GPU environment the host computer typically performs a

breadth-first expansion of the top of the search tree to determine subtrees that can be assigned to GPU threads, then these subtrees are

transferred from the host memory to the GPU-device global memory before the GPU threads can start their search.  This paper describes a

parallel algorithm that allows the GPU threads to determine their initial subtrees. 

Background

Depth-first search (DFS) tree searching algorithms are a common implementation approach for many NP-complete optimization algorithms

[2].  Consider the traveling salesperson problem (TSP) for the below graph, where a salesperson starting at her hometown (say v1) wants to

visit every other city exactly once before return to her hometown (called a tour) using a minimum total cost.  For this toy example, the

minimum tour is [v1,v3,v4,v2,v1] with a total cost of 21.

Parallelization
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Algorithm

In a GPU environment the host computer typically performs a breadth-first expansion of the top of the search tree to determine subtrees that

can be assigned to GPU threads, then these subtrees are transferred from the host memory to the GPU-device global memory before the GPU

threads can start their search on the subtrees.  

The following parallel algorithm allows the t (a power of 2) GPU threads to determine their initial subtrees.  Consider a search tree with a

branching factor of n at each level, we can visualize the total work of the search tree using two arrays Start and End as in  (a) below.  To split

the work into two halves, half of level 1’s values can be split off as in (b) by thread 0. 

.

.

. 

.

.

. 

.

.

. 

.

.

. 

.

.

. 

.

.

. 

Level  Start     End Level  Start     End Level  Start     End

0 0 0
1 1 1
2 2 2
3 3 3

(a) Work for complete tree (b) Work split into two halves

n-1 n-1 n-1

0 0 0
n n/2 n
n n n
n n n

n n n

0 0 0
1 1 (n/2)+1

1 1 1
1 1 1

1 1 1

Each of the two halves can be split in parallel by two threads (0 and t/2) into four quarters with level values in the ranges: 

1..(n/4), (n/4)+1..(n/2), (n/2)+1..(3n/2), (3n/4)+1..n.  When a thread’s Start value at level i equals its End value at level i’s, it splits its work by

splitting its level i+1 values in half.  Four threads can split the four quarters of work into eighths, etc.  

This binary-tree scattering of work among the threads would look like the following in CUDA psuedo-code:

// binary-tree scatter of work, threadsPerBlock must be a power of 2
i = blockDim.x;
while (i > 1) {
    if (threadIdx.x % i == 0) {

for (level = 2; level < n; level++) {
    if (Start[threadIdx.x][level-2] == End[threadIdx.x][level-2] || included) {

 Start[threadIdx.x+i/2][level-2] = Start[threadIdx.x][level-2];
 End[threadIdx.x+i/2][level-2] = End[threadIdx.x][level-2];

    } else {
 mid = (Start[threadIdx.x][level-2] + End[threadIdx.x][level-2])/2;
 Start[threadIdx.x+i/2][level-2] = mid+1;
 End[threadIdx.x+i/2][level-2] = End[threadIdx.x][level-2];
 End[threadIdx.x][level-2] = mid;

    } // end if
} // end for

    } // end if
    __syncthreads();
    i = i / 2;
} // end while
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Some NP-complete problems search for optimal subsets of items from a set of size n (e.g., 0-1 Knapsack problem, subset-sum problem, etc.) .

 In these cases the above binary-tree scattering of work is not even needed since each of the the t (a power of 2 = 2k ) GPU thread Id’s if

though of as k-bit binary numbers represent the starting subtrees level k in the search tree.  Consider the small example of t = 8 = 23 with

binary thread Ids:  000, 001, 010, 011, 100, 101, 110, 111.     

{ }

{ }

{ }

{ }
{item  }

{item  }

{item  } {item  } {item  }

{item  }{item  , item  }

{item  , item  } {item  , item  } {item  , item  }{item  , item  , item  }

1  

1  

1  2  3  

2  2   

2   

1  

1  1  3  3  2  2  1  3    

111 110 101 100 011 010 001 000

After a thread is assigned an initial subtree (regardless of the type of search tree), its initial state and feasibility must be evaluated if a

promising function is being used to prune branches of the search tree.

Future Work

The above schemes to assign initial subtrees to GPU threads for the TSP and 0-1 Knapsack problems have been implemented.  However,

threads completing their subtrees currently sit idle until the search completes.  Future work will focus on dynamically load-balancing as

described in [1].
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Reflections:  

� What’s wrong with my TSP approach on GPU?

� How can my approach be “salvaged” for NP-complete problems that search for optimal subsets of items?
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