
1.  MPI_Send and MPI_Recv are blocking, but exact behavior depends on the implementation.  Options:

� copy to MPI “Kernel” buffer and return “immediately”, or

� block until sent as a result of a matching MPI_Recv.

All MPI implementations guarantee that messages sent by a process to other process are non-overtaking (i.e., arrive

in the order sent).  However, with multiple processes running independently and performing blocking MPI_Send and

MPI_Recv we can be nondeterministic behaviour.  

a)  If the first option above is chosen, what problem might occur if the process continue to sends faster than the

corresponding receives are performed?

b)  Due to the blocking nature of these functions what must we be careful to avoid?

c)  Either way latency for MPI_Send and MPI_Recv can be high.  Besides the network latency, the sent message is

copied from program’s “buffer” to the kernel address space.  

d)  How might non-blocking MPI_Isend and MPI_Irecv be used to hide communication latency? (Note:  MPI_Wait

can be used to can block until the specified operation (i.e., MPI_Isend) has completed globally, and MPI_Test

returns a boolean indicating the status of a specified operation) 

Other Communication Modes:

� Synchronous Send (MPI_Ssend() and MPI_Issend()) are like a rendezvous in Ada, i.e., the sender blocks until

the receiving process begins to receive the message.

� Buffered Send (MPI_Bsend() and MPI_Ibsend()) - process provides the buffer space to send from to avoid

insufficient kernel buffer space.  MPI_Buffer_attach() and MPI_Buffer_detach() routines should be used to

specify the allocated memory.

� Ready Send (MPI_Rsend and MPI_Irsend() allow a message to be placed directly into a memory location

avoiding handshaking and buffering costs.  Warning:  Programmer must guarantee that the Receive operation has

been initiated before the message arrives.  If the timing assumption is violated, an error will be flagged when the

Receive operation is performed.
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2.  Collective Communication - high-level communication operations that involve a group of MPI processes. For

example:

� scatter and gather routines

� reduce and scan routines

� broadcast routines

� barrier routines

An MPI process can belong to multiple groups.  Each process in the group is assigned a unique rank (ID #) between

0 to (group size)-1.  If we are thinking of the processes in a 2D, each row of processes could be in their own group or

each column of processes could be in their own group.

Once we have a group, we can create a communicator to allow collective communications with all group members.  

If we are thinking of the processes in a 2D grid and want each row of processes to perform collective communication

(i.e, broadcast cross row of processes).  The below figure gives the rough idea of how.
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Consider how we might solve the 2D SOR (Successive Over-Relaxation) problem using MPI.

a)  Should we assign work dynamically (e.g., using a work queue) or statically

(e.g., giving each process a chuck of the work)?

b)  How should we allocate work to each process?

        2D block                      1D block                               cyclic                                         block-cyclic

c)  What factors enter into the decision?
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3.  Reduction (MPI_Reduce and MPI_Allreduce) operations:

a) How could a broadcast be implemented?

b)  How does this differ from the Scatter and Gather communications?

c)  Why might it be useful (i.e., faster to bundle several smaller messages into one instead of sending multiple

smaller messages?

Comp. Arch.                 Lecture 21                              Name:________________       

Lecture 21 Page 4


