
The Final Exam for Computer Architecture will be Thursday, Dec. 18, from 10 - 11:50 AM in ITT 322.  The

test will be open book and notes.  The Final will be about 75% over the “new” material (i.e., material since Test

2), and 25% comprehensive (i.e., Test 1 and 2 material).  The “new” material review topics are:

Chapter 3:  Distributed-Memory Programming with MPI

General concept of MPI and basic MPI functions (e.g., MPI_Init, MPI_Comm_size, etc.)

Point-to-point communication:  MPI Send, Recv

Groups and Communicators; other communication modes

Collective Communication:  Reduce, Allreduce, Scatter(v), Gather(v),  Bcast, Barrier functions

MPI example:  Sum 1-D array of floats,  2-D Successive Over-Relaxation (SOR), n-body problem, TSP

CUDA Programming:    (NVIDIA slides at: 

http://www.nvidia.com/content/cudazone/download/Getting_Started_w_CUDA_Training_NVISION08.pdf

UW - slides at:  http://sbel.wisc.edu/Courses/ME964/2012/Lectures/cudaNegrutWisconsin.pdf

General concept of CUDA architecture:  

� heterogeneous system (host CPU and GPU device) with separate memories, 

� host manages (allocates, copies between, and frees) both memories

� host launches a grid (1d, 2d, or 3d) of thread blocks (each block can be 1d, 2d, or 3d), 

� 1000’s of lightweight threads run concurrently SIMD and communicate via a shared-memory model

� lightweight thread synchronization primitives ( __syncthreads() within a block)

Types of GPU device memories: 

� global memories:  global memory, constant memory, texture memory (off-chip) 

� shared memory (on-chip)

Built-in variables for each thread to identify itself:  

� threadIdx (uint3: .x, .y, .z) - thread index within a block

� blockDim (dim3:  .x, .y, .z) - dimension of the block

� blockIdx (uint3: .x, .y) - block index within the grid of blocks

� gridDim (dim3:  .x, .y) - dimension of the grid

Atomic Operations on integers in global memory (compute capability 1.1+) or in shared memory (compute

capability 1.2+)

CUDA Examples:  Count 3’s in 1-D array,  2-D Successive Over-Relaxation (SOR)

Chapter 6:  Parallel Program Development

MPI versions of n-body and TSP problems - focus more on the design choices made for the MPI environment

Vague idea of how GPUs might solve n-body and TSP problems

NOTE:  The Final exam will ask questions about solving the Red/Blue computation described on Test 1 from

Fall 2013 (copy of these test questions on back).  You’ll want to think about how to “solve” (general idea) this

problem using MPI and/or CUDA/GPU.   



5.  Consider a pthread solution for the Red/Blue computation which simulates two interactive flows:

� an n x n board is initialized so cells have one of three colors:  red, blue, or white, where white indicates

empty cells

� in the first half step of an iteration, any red color can move right one cell if the cell to the right is empty

(white)

� in the second half step of an iteration, any blue color can move down one cell if the cell below is empty

(white)

(the case where red vacates a cell during the first half of an iteration and blue moves into it during the

second half of an iteration is allowed)

� the board wraps around to the opposite side (i.e., left-to-right; top-to-bottom) when colors reach the edge

� viewing the board as overlaid with t x t tiles (t evenly divides n), the computation terminates if any tile’s

colored squares are more than c% one color (i.e., c% of tile blue or c% of tile red)

a)  How would you assign work to each pthread (i.e., decompose the board so each pthread was responsible for

updating a portion of it)?

b)  Describe a high-level algorithm for the function run by each pthread include synchronization


