UNI CS 3470
Networking

Homework 8 (due 12/6 in class)

________________________________________________________________________

1) Chapter 5 of your textbook explains three sequences of state transitions during TCP connection teardown with the TCP state-transition diagram (Figure 5.7).  There is a fourth possible sequence, which traverses an additional arc from FIN_WAIT_1 to TIME_WAIT and labeled FIN + ACK/ACK.  Explain the circumstances that result in this fourth sequence teardown. 
2) The following questions pertain to TCP flow control:

a) On the receiver side, suppose the LastByteRead = 1043 and NextByteExpected=2000 with a MaxRcvBuffer size of 5000.  What is the sender’s EffectiveWindow, given that the LastByteAcked = 1042 and LastByteSent = 2025? 
b) If the sender is blocked with an AdvertisedWindow of 0 (which means the receiver is flooded), how does the sender find out when the receiver can receive more data? 

3) (Hint: This question has to do with TCP fairness discussed in the lecture slides on 11/22.)  Two parties are sharing a common 100Mbit/s network.   Both users have already performed TCP slowstart and have entered into the additive increase/multiplicative decrease (AIMD) phase.  

User A currently holds a window size that permits 15 Mbits/s bandwidth to his/her flow, whereas user B currently holds 40 Mbits/s bandwidth to his/her flow.  Assume that a 1-segment increase to the window size causes a commensurate 1Mbit/s increase in bandwidth to the flow.  Both users increase or decrease their congestion windows simultaneously.

Both users experience a loss event of 3 duplicate ACKs upon link saturation and adjust their respective congestion windows at the same time.  Immediately after the 2nd shrinking of the congestion window, what is the ratio of User A's bandwidth to User B's bandwidth?  Express your answer in floating point to four significant digits.  Show your work to receive full credit.          
4) Consider the establishment of a long-lived TCP connection.  The initial threshold for the client to transition from slow start to AIMD is set by the operating system at 512 segments.  Assume that all ACKs for the client's window return after exactly 1 RTT and that the link exceeds its capacity to sustain all resource demands upon the client reaching a congestion windows size of 850.  How long, in RTTs,will it take for the client to attain this congestion window size?  Give your answer in integer units of RTTs.  Show your work to receive full credit.   
